
Continuously Matching Episode Rules for  
Predicting Future Events over Event Streams  

Abstract. The prediction of future events has great importance in many applications. 
Generally, rules with predicate events and consequent events are mined out, and then current 
events are matched with the predicate ones to predict the occurrence of consequent events. 
Lots of previous works focus on the rule mining problem; however, little emphasis has been 
attached to the problem of predicate events matching. As events often arrive in a stream, 
how to design an efficient and effective event predictor becomes challenging. In this paper, 
we give a clear definition of this problem and put forward two methods, DirectMatch and 
ToFel. DirectMatch does the predicate events matching by looking backward of the event 
stream, while ToFel develops an event filter and incrementally maintains parts of the 
matching results. By running a series of experiments, we show that ToFel is efficient and 
effective in the stream environment, outperforming DirectMatch. 

Keywords: Continuous query, episode, event stream, prediction 

1. Introduction 

In many applications, events such as alarms in telecommunication networks [1], stock 
fluctuations in the stock market [7], specific TCP connections in an intrusion detection system 
[10], and click actions of the user to access web pages [13] are recorded for the prediction of 
future events. For example, in the stock market, the fluctuation of the stock is regarded as events, 
and we use recent fluctuations to predict the possible changes in the stock and thus make wise 
financial decisions. Another application is the fault detection in the telecommunication network. 
Since an alarm of the failure can be quickly propagated through the network, we should analyze 
alarms that have occurred to identify faults promptly. Generally speaking, there are two steps for 
the event prediction problem. The first step is to derive event associations represented as rules 
from the past events. The second one is to use the discovered rules to predict future events when 
given a recent record of events. We now explain these two steps by an example, and show the 
motivation of our work. 
Example 1. Fig.1 shows an example of the discovered rule in the form α β where α is called 
the predicate and β the consequent. α and β are both represented by a directed acyclic graph, 
where each vertex represents an event, and each edge from vertex v to vertex u indicates that the 
event corresponding to vertex v should occur before that corresponding to vertex u. To be 
specific, according to the predicate α in Fig.1, event a should precede events b and c, and event b 
should precede event d. Additionally, there are two time bounds associated with the rule and the 
predicate, respectively. For example, in Fig.1, if all the events occur within the time bound of 7 
time units in accord with the specified temporal orders in the predicate, we can predict that all the 
events in the rule will, with a certain probability, appear within 11 timestamps according to their 
temporal orders indicated in the rule. The first step of the event prediction problem mines out 
such kind of rules with two time bounds (called episode rule) from the past events. 

In the second step, whether all the events in the predicate have appeared according to their 
specified partial orders within the time bound (denoted as rule matching problem) is determined 
to predict the happening of the events in the corresponding consequents. For example, suppose 
the events coming from timestamp 1 to 9 are as depicted in Fig. 2, and we are to match the 
episode rule in Fig. 1. Notice that events a, b, c, and d occur within the time interval [3, 8), which 
satisfies the temporal constraint in the predicate. Thus, we should give the alarm that the 
consequent, or event f, may come within the time interval [8, 14) with a certain probability. We 
denote the occurrences of the events corresponding to the matching of the predicate as predicate 



episode occurrence. In this example, {(a,3), (b,5), (c,6), (d,7)} (we use (e,t) to denote the event e 
with an occurring time t) is a predicate episode occurrence of the rule shown in Fig.1. 
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Fig. 1. An episode rule Fig. 2. A stream of events 

The discovery of episode rules has been widely discussed over the past few years [5,6]. 
However, little attention has been given to solve the important phase of rule matching. Since 
events arrive in streaming in all the applications mentioned above, how to efficiently match a 
number of episode rules in this environment becomes an important and difficult task. In this 
paper, we aim at this new problem of continuously matching episode rules over the stream of 
events. 

The main challenges of this problem are stated below. 1) Many predicate episode occurrences 
of a rule can exist simultaneously by sharing the same occurrences of events over the stream. 
However, only the occurrences that give non-repetitive predictions of the occurrences of the 
consequents are what we concern about. Take the example of the episode rule in Fig. 1 and the 
stream of events in Fig. 2. It can be seen that from the two predicate episode occurrences, {(a,1), 
(b,5), (c,6), (d,7)} and {(a,3), (b,5), (c,6), (d,7)}, we predict [8,12) and [8, 14) as the occurring 
time interval of event f, respectively. Since the predicted interval [8,12) is included in [8,14) and 
becomes trivially redundant, the occurrence {(a,1), (b,5), (c,6), (d,7)} can be ignored. Similarly, 
the occurrence {(a,3), (b,5), (c,6), (d,9)}, which predicts the time interval [10,12), cannot provide 
any new information for the prediction of event f and should also be ignored. However, due to 
the features of burst and endlessness of the stream, we are not able to retrieve all the possible 
occurrences and verify whether each prediction needs to be alarmed. Thus, we should find an 
efficient way to ensure that no redundant information is reported to the user. 2) The structure of 
the episodes can be complex. High precision should be emphasized to effectively deal with all 
the possible combinations of events within the specified time bounds to match the episodes. 3) 
There are a large number of predicate episodes in different rules to be matched simultaneously. 
Moreover, events usually come in bursts. There is only a limited time to make matches for all the 
rules. A prompt episode detector is hence required. 

Our problem is related to three research topics: 1) mining graph patterns from event or graph 
data sets, 2) efficient graph indexing for pattern searching, and 3) graph pattern discovery or 
filtering in the stream environment. 

Most of previous works on rule-based mining over event data sets focus on how to efficiently 
discover frequent episodes for the further derivation of the episode rules, since mining frequent 
episodes is relatively more difficult than deriving rules from the discovered episodes. In those 
works, an episode is frequent if its frequency in the database satisfies the user-specific threshold. 
This definition was first introduced by Mannila et al. [5], in which two types of frequent episodes 
were defined, and the mining approaches for each type were proposed [6]. Discovery of graph or 
tree patterns in graph databases are discussed in Zaki [15] and Yan et al. [12]. Graph or tree 
patterns in these papers are transformed into specific code sequences such that they can be easily 
parsed and recognized. The goals of all the above papers are essentially different from ours since 
we aim at continuous queries and they target on mining process. 

Graph models have been widely used to represent complex structures such as chemical 
structures, multimedia objects, and XML documents. Therefore, graph query processing has 
become a critical problem, and various graph indexing techniques are introduced. Giugno et al. 



[1] proposed an approach which indexes the paths decomposed from the graphs. Yan et al. [14] 
encoded the graph into a sequence of edges, and indexed each frequent subgraph by its unique 
representation of an edge sequence. He and Singh [3] introduce the concept of graph closure to 
represent a set of graphs. An R-tree based index is constructed where each internal node is a graph closure 
and each leaf is a single graph. However, all these methods are applied to a static graph database 
searching, which is very different from our work of continuous retrieval in the streaming 
environment. 

Hsieh et al. [4] and Rao et al. [11] focused on discovering tree patterns over the graph stream. 
Due to the unbounded number of patterns in the stream, approximate counting of all tree patterns 
with a limited memory resource was performed. Peng et al. [9] and Olteanu [8] parsed XML 
documents by only one scan of their elements, and constructed pushdown transducers to process 
XML documents for matching the given XPath queries. These works are similar to ours which 
aims at matching the given graphs over the stream. However, we are to retrieve episodes within 
the specified time bounds and the repetitive reports of predicted time intervals should be avoided. 
So we cannot directly apply the algorithms in [8, 9] to address our problem. 

In this paper, we give a clear definition to the rule matching problem for event prediction, 
where the concepts of minimal episode occurrence, latest episode occurrence and rejected event 
occurrence were introduced to address the first challenge mentioned above. With the constraints 
in our problem definition, the retrieval of only user-required episode occurrences is assured. We 
then propose two methods DirectMatch and ToFel to solve this problem. Both methods make use 
of the topological characteristic of the predicate episode, and develop their own pruning criteria 
based on the concepts presented above. DirectMatch retrieves the predicate episode occurrences 
by looking backward of the stream. On the other hand, ToFel finds the predicate episode 
occurrences by incrementally maintaining parts of the user-required episode occurrences, and 
thus avoid the backward scan of the stream. It constructs one event filter for each predicate 
episode to be matched. The filters continuously monitor the newly arrived events and only keep 
those which are likely to be parts of the predicate episode occurrences. By runnig a series of 
experiments with respect to different scales and distributions of the query set and the stream, we 
show that ToFel is efficient and effective in the stream environment, outperforming DirectMatch. 

The remainder of the paper is organized as follows. Section 2 presents the problem statement 
including the preliminary and the rule matching problem. Section 3 introduces the two rule 
matching algorithms. The experimental results are discussed in Section 4. Finally, we give a 
conclusion and the future directions in Section 5. 

2. Problem Statement 

In this section, we present the preliminary in Section 2.1, and give a clear definition of our 
problem in Section 2.2. 

2.1 Preliminary 

The episode is a widely used representation for the associations of events. We first give 
definitions related to the episode, and then the basic concepts concerning the rule matching 
problem are presented. 
Episode: An episode is a directed acyclic graph g, where each vertex corresponds to an event, 
and each directed edge (u,v) indicates that the event corresponding to u must precede that 
corresponding to v. We call this precedence a temporal and transitive order p between vertex u 
and vertex v. Denote V(g) as a vertex set, E(g) as an edge set, and ε(v) as the event corresponding 
to vertex v. The sink of the graph g is defined as the vertex with out-edge degree equal to 0. 

For convenience, we focus on episodes consisting of vertices corresponding to different events. 
However, our techniques can be extended to episodes containing two or more vertices 
corresponding to an identical event. 



Episode occurrence: An event stream can be represented as Ŝ = <(a1,t1), (a2,t2), … (an,tn) …>, 
where (ai,ti) represents that event ai occurs at time ti , i = 1, 2, …, n, …, and t1<t2< …<tn. Given 
an event sequence S = <(a’1,t’1), (a’2,t’2) … (a’m,t’m)>, where t’1<t’2< …<t’m, we define the time 
interval or interval of S as [t’1,t’m+1), and the start time and end time of S as t’1 and t’m+1, 
respectively. Given an episode α with its time bound ωα, the episode occurrence or occurrence of 
α over Ŝ is an event sequence S with time interval [ts,te) satisfying that: 1) There exist m integers 
i1, i2,…, im, such that 1≤i1<i2< …<im and ∀1≤j≤m: a’j=aij and t’j=tij; 2) Events corresponding to 
vertices in α have one-to-one mapping to events in S; 3) The occurrence orders of events in S are 
consistent with the p constraints in α；and 4) te – ts ≤ ωα. We denote the mapping occurrence of 
the vertex v in α as the occurrence of the event corresponding to v in S. 
Episode Rule: An episode rule R is a 5-tuple (α, β, ωα, ωαβ, conf). Here, α and β are episodes 
representing the predicate and consequent of R, respectively. ωα and ωαβ (ωα<ωαβ) correspond to 
the time bounds of α and αβ (αβ is an episode satisfying that each vertex in α p any vertex in β), 
respectively. The interpretation of R is that if α has an occurrence O with interval [ts,te), β will 
occur during interval [te,ts+ωαβ) with probability conf. We denote [te,ts+ωαβ) as the predicted 
interval of the occurrence O. 

Given a set of episode rules, our problem is to continuously retrieve the episode occurrence of 
the predicate α with the time bound ωα over the event stream, and give non-repetitive 
information of the predicted intervals for the consequent β. 

2.2 Rule Matching Problem 

We now introduce the concepts of mi-latest occurrence and rejected event occurrence, and give a 
clear definition of the rule matching problem. 

Definition 1. Minimal occurrence. A minimal occurrence O of a predicate episode α is an 
occurrence with predicted interval [ts1,te1) satisfying that there does not exist any other 
occurrence of α with predicted interval [ts2,te2), s.t. ts1≤ts2<te2≤te1, and te2–ts2<te1–ts1. 
Property 1. Given an episode rule R = (α, β, ωα, ωαβ, conf), the set of predicted intervals for β 
derived from all occurrences of α is equal to that only derived from minimal occurrences of α. 

We show this property by an example. There are two cases we may encounter during the 
retrieval of the predicate episode occurrence on the event stream. These cases can be illustrated 
by Fig.3 (see Section 3.2), where each bar represents an occurrence of α, and the bars with 
oblique lines represent the minimal occurrences: 1) two occurrences with time interval [ts1,te1) 
and [ts2,te2), respectively, where ts1=ts2 and te1<te2, such as the occurrence O1 with interval [t1,t3+1) 
and O2 with interval [t1,t4+1); and 2) two occurrences with time interval [ts1,te1) and [ts2,te2), 
respectively, where ts1≤ts2 and te1=te2, such as O4 with interval [t6,t8+1) and O5 with interval 
[t7,t8+1). In the first case, the predicted interval of the occurrence O1 is included in that of the 
minimal occurrence O2. And it is the same with the second case, where the predicted interval of 
O4 is included in that of the minimal occurrence O5. In a word, the predicted intervals derived 
from all the occurrences during time interval [t1,t8] can be derived from the minimal occurrences 
O2, O3, and O5.                                                                 

Property 1 shows that we can focus only on the minimal occurrences and report their predicted 
intervals, without loss of any desired information of the prediction. Meanwhile, there may exist 
several different occurrences with the same time interval, which give the same predicted interval 
for the consequent. In the following, we introduce the concept of latest occurrences as a 
representative of the occurrences with the same interval, and match only the latest occurrences so 
as to avoid the repetitive reports of the same predicted interval. 
Definition 2. Latest occurrence of an event. Let {(e,t1), (e,t2), … (e,tk)} be the set of occurrences 
of event e in time interval [ts,te) on the event stream Ŝ, where ts≤t1<t2< … <tk<te. We call (e,tk) the 



latest occurrence of e in [ts,te) on Ŝ. 
Definition 3. Latest occurrence of an episode. Given a predicate episode α with vertices v1, 
v2, … vn and its occurrence Or = <(ε(v1),t1), (ε(v2),t2), … (ε(vn),tn)> in time interval [ts,te) on the 
event stream Ŝ. Or is called the latest occurrence of α in [ts,te) if both of the following conditions 
hold: 1) Let vj1, vj2, … vjx be the sink vertices of α. (ε(vy),ty) is the latest occurrence of ε(vy) in 
time interval [ts,te), ∀y=j1, …, jx; 2) for any non-sink vertex vk, let vk1, vk2, … vkm be the children 
of vk, where 1≤k<n, k<k1< … <km≤n, and ts≤tk<tk1<tk2< … <tkm<te. (ε(vk),tk) is the latest 
occurrence of ε(vk) in time interval [ts, tk1). 
Property 2. Let O1, O2, ... Om be the occurrences of predicate episode α with the same end time 
te, [tsj,te) be the time interval of Oj, ∀1≤j≤m, and Or be the latest occurrence of α, 1≤r≤m.It 
always holds that te–tsr ≤ te–tsj. 
Property 3. Let O be a latest occurrence of a predicate episode α with time interval [ts,te). If 
there exist minimal occurrences of α with the end time equal to te, O is one of the minimal 
occurrences of α. 

For example, consider Fig. 1 and Fig. 2, where the latest occurrences of events a, b, c, and d in 
the interval [1,8) are (a,3), (b,5), (c,6), and (d,7), respectively. The latest occurrence of the 
predicate episode in the interval [1,8) is the occurrence O = <(a,3), (b,5), (c,6), (d,7)>, which is 
also a minimal occurrence. 
Definition 4. Mi-latest occurrence. The mi-latest occurrence of a predicate episode α is defined 
as the occurrence which is both a minimal occurrence of α and a latest occurrence of α. 

We define the rule matching problem by the concept of mi-latest occurrence. The rule 
matching problem is to give predicted intervals of only the mi-latest occurrences to the user.  
Definition 5. The rejected event occurrence. Given a predicate episode α with vertices v1, v2, … 
vn and its mi-latest occurrence O = <(ε(v1),t1), (ε(v2),t2), … (ε(vn),tn)> on the event stream Ŝ. The 
rejected event occurrence deduced from O is defined recursively as following: 1) (ε(v1),t1) is a 
rejected event occurrence; 2) let vi1, vi2, … vim be the children of vi, 1< i, i1, i2, …, im ≤ n. If 
(ε(vi),ti) is a rejected event occurrence, (ε(vij),tij) is a rejected event, ∀j=i1, i2, …, im,if there is no 
occurrence of ε(vi) in interval (ti ,tij). 

The essential of the rejected event occurrence deduced from the mi-latest occurrence O is that 
it can not be part of any other mi-latest occurrence that will appear later than O. The reason is 
that any later occurrence that contains some of the rejected event occurrences must also contain 
the event occurrence (ε(v1),t1), and cannot be one of the mi-latest occurrences. For instance, in 
Fig.1 and Fig.2, the set of rejected event occurrences deduced from the mi-latest occurrence 
<(a,3), (b,5), (c,6), (d,7)> is {(a,3), (b,5), (c,6), (d,7)}. Suppose there is any later mi-latest 
occurrence containing the rejected event occurrence (b,5), (a,3) should also appear in the 
occurrence, since (a,3) is only the occurrence of event a within interval [3,5). Its predicted 
interval is included in that of O. This is contrary to the definition of the minimal occurrence. 
Therefore, no later mi-latest occurrence will contain the rejected event. 
Lemma 1. Given a latest occurrence O = <(e1,t1), (e2,t2), … (en,tn)> of a predicate episode α. If 
(ei,ti) is not a rejected event occurrence, ∀1≤i≤n, O is a minimal occurrence of α. 
Proof: We prove this lemma by deducing a contradiction from the reverse conclusion. 

Suppose the latest occurrence O with no rejected event occurrence is not a minimal occurrence. 
According to Definition 1, there exists a minimal occurrence whose interval was included in that 
of O. So, there exists a mi-latest occurrence O’ = <(a1,t’1), (a2,t’2), … (an,t’n)>, such that t1 ≤t’1 < 
t’n ≤ tn , and t’n – t’1 < tn – t1. There are two supplemental cases to consider about. 

1) If t1=t’1, e1=a1 and t’n<tn, which means O’ is matched before O. Hence, the first occurrence 
(e1,t1) is one of the rejected event occurrences deduced from O’. This is contrary to the condition 
that (ei,ti) is not a rejected event occurrence, ∀1≤i≤n. Hence, the assumption does not hold. 



2) If t1<>t’1, t1<t’1, and t’n≤tn. Event en corresponds to a sink. Suppose (ai,t’i) is the mapping 
occurrence of en in O’. O’’ = <(a1,t’1), (a2,t’2), …, (ai-1,t’i-1), (ai+1,t’i+1), (ai+2,t’i+2), …, (an,t’n), 
(en,tn)> is also an occurrence of α. This is contrary to the condition that O is a latest occurrence 
since the end time of O’’ is equal to that of O but the start time of O’’ is later than that of O. In 
this way, the assumption does not hold. 

To sum up, the reverse conclusion does not hold in any case, and Lemma 1 proves to be true.  
To conclude this section, only the latest occurrences with no rejected event occurrences are the 

mi-latest occurrences we are looking for. This is the basic of our approach, whose correctness can 
be guaranteed if such occurrences are always targeted during the rule matching process. 

3. The Proposed Approaches: DirectMatch and ToFel 

We discuss our two approaches DirectMatch and ToFel in subsection 3.2 and 3.3, respectively. 

3.1 The DirectMatch Approach 

Intuitively, for any occurrence O of the predicate episode α with interval [ts,te), the event whose 
occurring time is te−1 must correspond to a sink vertex of α. Therefore, based on this observation, 
it is not necessary to retrieve the mi-latest occurrence every time an event arrives. Instead, we 
buffer the most recent events and retrieve the mi-latest occurrence by scanning backward of the 
buffered event sequence only when the event corresponding to one of the sinks of the predicate 
episodes comes. According to Definition 3, we retrieve the latest occurrence by assigning a 
mapping occurrence to each vertex in the counter-topological order of the vertices in α. And, if a 
rejected event occurrence is assigned to some vertex, we stop the retrieval and can come to the 
conclusion that there is no mi-latest occurrence with the end time equal to t+1 at time t according 
to Lemma 1. Now, we give a concrete example. 

Consider the episode rule in Fig.1 and the event stream in Fig.2. At timestamp 7, we buffer the 
events coming in the most recent 7 time units, so the event sequence <(a,1), (d,2), … (d,7)> is 
kept. No mi-latest occurrence has been found so far, so there is no rejected event occurrence. 
Since the coming event d corresponds to one of the two sinks of the predicate episode, we are to 
find whether there is a mi-latest occurrence with the end time equal to 8. We traverse backward 
the buffered event sequence. During the retrieval, the mapping occurrences of the vertices 
corresponding to events c and d in the episode should be determined before those corresponding 
to events a and b. After that, before finding the mapping occurrence of the vertex corresponding 
to event a we should first find that corresponding to event b. Finally, we determine the mapping 
occurrence of the vertex corresponding to event a. As a result, we can find the mi-latest 
occurrence <(a,3), (b,5), (c,6), (d,7)> at timestamp 7, and the rejected event occurrences deduced 
from this occurrence are {(a,3), (b,5), (c,6), (d,7)}. Note that, it is not necessary to record all the 
rejected event occurrences. Instead, only the rejected event occurrences deduced from the latest 
mi-latest occurrence are kept. 

This approach proposes a way to retrieve all the mi-latest occurrences of a given predicate 
episode α with the corresponding time constraint ωα from the event stream, where the 
corresponding time complexity for the retrieval is O(ωα). Nevertheless, this approach can suffer 
from two disadvantages. First, the given time bound is generally much larger than the number of 
events in the predicate episode. Therefore, considerable events are buffered that results in highly 
cost on the search of mi-latest occurrences. Second, it causes the CPU skew between the coming 
events corresponding to the internal vertices of the episode and the ones corresponding to the 
sinks of the episode. As a result, the rule matching can be a bottleneck and the next coming 
events will be delayed to be processed. In the following subsection, we present the ToFel 
approach in detail which copes with the disadvantages suffered by this approach. 

 



3.2 The ToFel Approach 

In the following, we present an efficient and effective approach ToFel for the match of a given 
episode rule R = (α, β, ωα, ωαβ, conf). Unlike DirectMatch, ToFel builds a queue of event 
occurrences that are likely to be parts of mi-latest occurrences for α and maintains the queue at 
each timestamp. We first discuss which event occurrences should be kept in the queues and on 
which condition should we remove the stored occurrences from the queues in the process of 
continuously monitoring of the stream. After that, we give the time complexity analysis as well 
as an example of ToFel. 

For each vertex of α, we implement a queue to store its corresponding event occurrences. Let 
Qv be the queue for vertex v∈V(α). Intuitively, for any event ε(v) arrives at time t, we should 
keep this event occurrence for contributing a mi-latest occurrence of α with another coming 
event occurrences except it meets the following property. 
Property 4. Let vertices v1, v2, …., vk be the parents of vertex v, where v1, v2, …., vk, v∈V(α). 
Suppose an event ε(v) arrives at time t. If ∃u∈{v1, v2, … vk} such that there is no occurrence kept 
in Qu, (ε(v),t) can be filtered by the definition of the episode occurrence. 

As time passes and more and more events arrive, we maintain the queues and only keep those 
useful occurrences. Since the queues is to store only the occurrences likely to contribute to the 
results, the occurrences whose occurring time t’ satisfies that t’ + ωα ≥ t (the current time) should 
be removed. In this condition, the maintenance of the queue is invoked. We call this kind of 
invocation of queue maintenance time-out invocation. Besides, as suggested in Definition 5 and 
Lemma 1, once we find out a mi-latest occurrence, we should adjust the queue by removing the 
rejected event occurrences. This condition is called rejected-event invocation. Both invocation 
forms are important for the correctness of our answer as well as the space saving. Next, we point 
out the principles for the maintenance of the queues and the further removal of other useless 
occurrences. 
Definition 6. The nearest parent occurrence. Given any two event occurrences (ε(v),t) and 
(ε(u),t’), where u, v∈V(α). If v is a parent of u and t<t’, we call (ε(v),t) a parent occurrence of 
(ε(u),t’), and (ε(u),t’) a child occurrence of (ε(v),t). Moreover, if (ε(v),t) is the latest occurrence 
of ε(v) in interval [ts,t’), we call (ε(v),t) a nearest parent occurrence of (ε(u),t’). 

To easily maintain the queues, we establish a link called nearest link, or nlink to link from 
child occurrence to its nearest parent ones, and maintain a counter for each parent occurrence 
indicating the number of nlinks between it and its child occurrences. 
Property 5. Let (ε(v), t’) and (ε(v), t) be the ith and (i+1)th elements kept in Qv, where t > t’. If the 
count of (ε(v), t’) is zero, the occurrence (ε(v), t’) can be removed. 

If there is no nlink between (ε(v),t’) and any of v’s child occurrences when (ε(v),t) arrives, it 
indicates that no child occurrence of (ε(v),t’) occurs between time t’ and t. Therefore, when a 
child occurrence of (ε(v),t’) comes, its occurring time must be larger than t, and it will select 
(ε(v),t) as its nearest occurrence rather than (ε(v),t’). Therefore, the occurrence (ε(v),t’) can not 
be linked by any of the later child occurrences, and can be removed without loss of any desired 
result. Moreover, if an occurrence is removed by Property 5, the nlinks between it and its nearest 
parent occurrences are broken. The counts of those parent occurrences should be decreased by 
one accordingly. This may further cause the zero count of some of its parent occurrences. We 
should then adopt Property 5 again, and remove the parent occurrences with zero counts, except 
for the tail occurrences (The tail occurrences can be the nearest parent occurrences of the 
occurrences coming later). Hence, the above procedure may be propagated from a child vertex to 
several of its ancestors. We call this queue maintenance principle based on Property 5 the 
parent-occurrence maintenance. 

Property 5 describes one condition for the removal of the stored occurrences during the 
maintenance of the queue. There is another condition to consider about. When an occurrence 
(ε(v),t) is removed, the event occurrences that can be reached from (ε(v),t) by nlinks should be 



removed too. The following property presents this idea. 
Property 6. Let (ε(v),t) be a removed event, the occurrences that can be reached from (ε(v),t) by 
nlinks can be deleted. 
Proof: Let (ε(v’),t’) be any child occurrence with a nlink connecting to (ε(v),t). Firstly, (ε(v),t) 
must be removed due to the time-out or rejected-event reason (it cannot be removed by Property 
5, since it has some nlinks between it and its child occurrences). In such condition, (ε(v’),t’) as a 
child occurrence depending on (ε(v),t) should be removed due to one of the following two cases: 
1) (ε(v),t) is removed due to the time-out reason. Because (ε(v),t) is the nearest parent occurrence 
of (ε(v’),t’), there does not exist an event occurrence (ε(v),t’’) satisfying t<t’’<t’. Since any 
occurrence of event ε(v) is at the time earlier than t and is a time-out occurrence, by Property 4, 
(ε(v’),t’) can not contribute to any mi-latest occurrence in the future. Therefore, (ε(v’),t’) can be 
removed; 2) (ε(v),t) is removed due to the rejected-event reason. By Definition 4 and 5, (ε(v’),t’) 
must also be a rejected event occurrence. (ε(v’),t’) can be removed. As a result, we can prove any 
occurrence that can be reached from (ε(v),t) by nlinks to be useless in the same way shown above. 
In conclusion, this property can be proved by induction.                                 

The maintenance principle based on Property 6 is called child-occurrence maintenance. It 
demonstrates the method to maintain a queue whenever the maintenance is invoked by the 
rejected-event invocation and the time-out invocation. 

To sum up, once an event ε(v) comes at time t, v∈V(α), if v is not a sink of α, we normally 
push (ε(v),t) into Qv, and perform the parent-occurrence maintenance. Otherwise, if v is a sink of 
α, we detect whether the mi-latest occurrence of α exists. This includes three processes: 1) The 
time-out invocation calls the queue maintenance, 2) push (ε(v),t) into Qv, and perform the 
parent-occurrence maintenance, and 3) check whether there exists a mi-latest occurrence 
according to Lemma 2 presented later. If a mi-latest occurrence exists, the rejected-event 
invocation will call the queue maintenance procedure. 

In the following, we discuss how to retrieve the mi-latest occurrence from the queues of event 
occurrences. 
Property 7. Let v be a sink vertex of episode α. There is at most an occurrence (ε(v),t) kept in Qv, 
and (ε(v),t) is the latest occurrence of ε(v) so far. 

Let (ε(v),t’) be a mapping occurrence of v already kept in Qv. When (ε(v),t) is pushed into Qv, 
(ε(v),t’) will be replaced by (ε(v),t) according to Definition 3, the mapping occurrence of a sink 
vertex should be the latest occurrence so far. 
Lemma 2. Let v1, v2, … vn be the vertices of episode α and vi, vi+1, … vn be the sinks of α. If 
there is at least one mapping occurrence of vj kept in Qvj, ∀i≤j≤n, there must exist a mi-latest 
occurrence O of α with interval [t1,tn+1), and O must be <(ε(v1),t1), (ε(v2),t2), … (ε(vn),tn)>, 
where tn+1−t1≤ωo, and (ε(vk),tk) is the 1st element in Qvk,∀1≤k≤n. 
Proof: According to the insertion principle of the queue element stated in the second paragraph 
of this subsection, if there is an occurrence kept in the queue of a sink, all of its ancestors must 
have at least a mapping occurrence kept in their queues. Therefore, O is one occurrence of α. 
Moreover, by Property 7, (ε(vj),tj) is the latest mapping occurrence of vj so far, ∀i≤j≤n. And, let 
vk1, vk2, … vkm be the children of vk, where 1≤k≤n, 1<k1, …, km≤n, and tk1<tk2< … <tkm. (ε(vk),tk) 
must be the nearest parent occurrence of (ε(vk1),tk1). Or otherwise, if (ε(vk1),tk1) link to the later 
occurrence (ε(vk),tk’), which means (ε(vk),tk’) is the latest occurrence of vk in interval [ts, tk1), all 
the other children of vk will link to (ε(vk),tk’) or other later occurrences of vk. In such condition, 
(ε(vk),tk) should have been removed due to its zero count, which is contrast to the definition of 
the queue. Hence, (ε(vk),tk) is the latest occurrence of vk in interval [t1,tk1), which is consistent 
with Definition 3. Therefore, O is a latest occurrence of α. In addition, since the queue keeps no 
rejected event occurrence, the occurrence O is a latest occurrence without rejected events, and is 
hence the mi-latest occurrence we are looking for.                                      



The correctness of ToFel can be proved as follows. Whenever a new mi-latest occurrence 
exists, its last element must correspond to a sink of α. Therefore, when each sink occurrence 
comes, we check if there exists a mi-latest occurrence by Lemma 2. Moreover, the time 
complexity of ToFel is dependent on the parent-occurrence maintenance. Since the queue 
maintenance in this procedure may be propagated from a child vertex to several of its ancestors, 
it requires O(n) time to maintain the queue, where n is the number of vertices in α. Furthermore, 
during the process of maintenance, there may exist p event occurrences whose counts are zero. 
Therefore, it requires at most p times to invoke the procedure. In practice, p << n. Therefore, the 
time complexity of ToFel is O(n), which is better than DirectMatch. The pseudo-code is 
presented in the appendix. 
Example 3. Consider Fig. 1 and 2. Initially, each queue is set to empty, and we start receiving 
events from timestamp 1. ToFel functions from timestamp 1 to 7 as follows. 
1) Timestamp = 1 to 3. Only (a,3) is kept in Qa. (d,2) and (a,1) are filtered out by Properties 4 

and 5, respectively. 
2) Timestamp = 4 to 6. Only (d,4) is filtered out by Property 4, and the corresponding state of 

queues is represented in Fig. 4. The doted lines represent the nearest occurrence relations 
from the child occurrences to the parent occurrences. 

3) Time = 7. ToFel finds a mi-latest occurrence <(a,3), (b,5), (c,6), (d,7)>. After that, by the 
rejected-event invocation, (a,3) is removed. And {(b,5), (c,6), (d,7)} is further removed 
during the queue maintenance. Hence, the corresponding states of queues are all empty. 
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Fig. 3. Some episode occurrences over event 
stream Ŝ 

Fig. 4. The states of queues 

4. Experimental Results 

In this section, we evaluate the performances of DirectMatch and ToFel by a series of 
experiments on synthetic data. The two approaches were implemented by Borland C++ 6.0. All 
the experiments are performed on a Pentium IV 2.6G PC with 512M RAM and under the 
Microsoft Windows XP environment. 

All the notations used for generating synthetic datasets and their definitions are shown in 
Table 1. Denote Γ(δ) be the function of normal distribution with mean δ and the synthetic 
datasets were generated by three steps. Firstly, a database of episodes different in vertex number, 
edge number, window size, and the event number with respect to a vertex were generated. Each 
episode is denoted as a seed. To generate a seed s, the number of vertices n was computed from 
Γ(AveVertex). For each vertex vk (1≤k≤n), we computed its out-edge number ek from 
Γ(AveVertex×AveEdgeRatio). We then randomly selected ek vertices from {vi| k<i≤n} as its 
children. Subsequently, we determine the number of events with respect to each node of s. This 
number was computed from Γ(AveEvents) and the events were randomly selected from the event 
set Λ. Secondly, we generated various stream data on the basis of the episode database. Each 
timestamp t associates with a number of events nt computed from Γ(TimeEvents) and had a 
probability to become the start time of a certain seed. Moreover, each seed was associated with a 
probability to be chosen. Vertices (sets of events) of the seed were filled into the stream one by 



one in accord with their topological order in the seed, and the time interval between two nearest 
vertices is computed from Γ(AveGap). Moreover, for a timestamp t selected to be filled with the 
set of events E of a vertex, if nt is smaller than the number of events in E, we randomly select nt 
different events from E for t. However, if there is a room for t after filling all the events in E, we 
randomly select events from Λ to fill the remainder slots of t. The timestamps over the stream 
which have not yet been associated with any vertex are assigned with randomly selected events. 
Lastly, since the maximal interval of the seed selected to fill the stream can be recorded during 
the second step, we randomly assign a time bound a little larger than the maximal interval to the 
seed. 

Table 1: Notations and their definitions 

Notations Definitions 
AveVertex Average number of vertices in an episode 

AveEdgeRatio 
The average number of out-edges of a vertex in an episode 
is computed from the normal distribution with mean 
AveVertex×AveEdgeRatio 

AveEvents Average number of events in a vertex 
TimeEvents Average number of events on a timestamp of the stream 

AveGap Average time interval between any two event occurrences 
of an episode on the stream 

 
We set various parameters to evaluate our method in the running time, and the scalability on 

episode structures and the size of dataset. In our experiments, we set |Λ| to be 500, the number of 
the seeds to be 25K for each dataset. The settings of the number of queries, the stream data size, 
AveVertex, AveGap, and AveEdge are 1K, 100K, 15, 15, and 0.3, respectively, if the settings are 
not specified in the experiment. Fig. 5 shows the average execution time at each timestamp with 
respect to the number of queried episodes. Though the time increases with the query number, 
ToFel always outperforms DirectMatch. And the increasing ratio in time of ToFel is less than that 
of DirectMatch significantly. This can be explained that when matching an episode, ToFel only 
concerns the events likely to form the mi-latest occurrences, while DirectMatch usually 
repeatedly retrieves the kept events some of which are not even relevant to the episode. 

Fig. 6 shows the performance with respect to different time bounds of the episode. We 
generate different query sets corresponding to different values of AveGap. That is, the bigger the 
value of AveGap, the wider the time bounds associated with the query episodes. Since the 
processing time of DirectMatch is related to the time bound, the average time per timestamp 
increases rapidly as the increase of the size of the time bound. However, time of ToFel is only 
related to the number of vertices in the episode. Hence the run time of ToFel is stable as shown in 
the Fig. 6. We also show the performance with respect to the number of vertices in the episode as 
shown in Fig. 7. And the result shows the slow increase in CPU time as well as smaller time 
requirement compared ToFel with DirectMatch. 
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Fig. 5. Processing time for 
different query numbers 

Fig. 6: Processing time for 
different AveGap values 

Fig. 7: Processing time for 
different AveVertex values 

The processing time on different settings of the out-edge number is shown in Fig. 8. In general, 
the smaller the number of edges in an episode, the weaker temporal constraints between vertices 
in the episode, which result in more mi-latest occurrences. Therefore, different from the previous 
results, the time decreases as the parameter increases, and a lager number of edges implies a 
smaller processing time of the retrieval. As in Fig.8, DirectMatch requires more time to retrieve 
all the mi-latest occurrences from the event stream while AveEdgeRatio is smaller. ToFel is not 
time sensitive to the edge numbers and it outperforms DirectMatch for two reasons: 1) when the 
number of edges in an episode is small, the number of nearest links required to be maintained 
becomes small. This facilitates the maintenance of the queue; 2) when the number of edges in an 
episode is large, only a small number of the event occurrences will be kept in the queue, and 
most of them will be filtered out due to the stronger temporal constraints. This also results in low 
cost of maintenance of the queue structure. Finally, we compare the two approaches in the 
scalability with respect to the size of event stream. As shown in Fig. 9, both approaches have the 
constant average processing time at each timestamp no matter how the size of the stream 
changes.  

5. Conclusion and Future Work 

In this paper, we propose a novel, deterministic and efficient approach to continuously match the 
episode rules over event streams for the prediction of future events. We are the first one to 
consider this challenging problem. We introduce the concepts of mi-latest occurrence and 
rejected event occurrences such that no repetitive predicted intervals are reported. Besides, we 
build and continuously maintain the queue of events which is likely to contribute to the desired 
occurrences in an efficient time whenever a new event arrives. This leads to a prompt reaction 
towards the desired report of episode occurrences that may burst in one timestamp. Moreover, a 
series of experiments demonstrate the high performance of our approach in real processing time 
as well as the stability with respect to the number of queries, the size of time bound, the number 
of vertices, the number of edges, and the size of event streams. In particular, the method ToFel 
outperforms the method DirectMatch which makes use of the topological characteristic of the 
episode in the experiment. For the future work, we will focus on utilizing the common 
substructures among the predicate episodes so as to more efficiently process a batch of them 
simultaneously. 
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Fig. 8. Processing time for different AveEdgeRatio 
values 

Fig. 9. Processing time for different dataset sizes 
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Appendix 

Algorithm ToFel ((ε(v),t): v∈V(the predicate episode α)) 
if v is not a sink of the predicate episode 

if queues of the fathers of v all have at least one occurrence then 
insert (ε(v),t) into Qv  
build nlinks from (ε(v),t) to all the tails in the queue of v’s fathers 

end 
else begin 

TimeOutInvocation (delqueue) 
QueueMaintenance (delqueue) 
if queues of the fathers of v all have at least one occurrence then 

insert (ε(v),t) into Qv  
build nlinks from (ε(v),t) to all the tails in the queue of v’s fathers 

end 
if queues of the sink vertices all have at least one occurrence then 

output the mi-latest occurrence 
RejectedEventInvocation (delqueue) 
QueueMaintenance (delqueue) 

end 



end 
 
Procedure TimeOutInvocation (delqueue: a queue storing the deleted event occurrences) 

delqueue := null 
for each vertex v in the episode do 

put all the (ε(v),t) in Qv into delqueue, where t is expired for the time bound wα
 

Procedure RejectedEventInvocation (delqueue: a queue storing the deleted event occurrences) 
delqueue := null 
put (ε(v),t), which has the earliest occurring time among in the mi-latest occurrence, into delqueue 

 
Procedure QueueMaintenance (delqueue: a queue storing the deleted event occurrences) 

for each occurrence (ε(v),t) in queue do 
put all of the child occurrences linked to (ε(v),t) into the delqueue 
for each of v’s parent occurrences (ε(vf),tf) do 

decrease the count of (ε(vf),tf) by 1 
if the count of (ε(vf),tf) is zero then 

put (ε(vf),tf) into delqueue 
end 

end 
delete all the occurrences in delqueue 


